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ABSTRACT
Artificial intelligence (AI) is increasingly shaping how Canadian municipalities function, so it is

important to develop governance frameworks for AI itself. This chapter fills a gap in the discourse

around AI governance, which mainly emphasizes nations and provinces, by examining how Canadian

municipalities navigate AI adoption, balance in-house development and outsourcing, and face a critical

gap in public participation.

 

The chapter highlights four examples of governance challenges from the AI in Canadian

Municipalities Community of Practice. It presents three findings: local AI governance relies on

outsourcing of AI systems; federal and provincial policies have limited impact on municipalities; and

local AI governance lacks civic participation. From these findings, we draw on four recommendations

to address the deficit in governance of this emerging infrastructure: embrace an iterative AI adoption

process; reap benefits from intermunicipal, intramunicipal, and external collaboration; encourage

critical discussions on societal implications; and enact public participation in AI governance.
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INTRODUCTION
Artificial intelligence (AI) is increasingly shaping how municipalities function. From Halifax to

Burnaby, Canadian municipalities are using AI to optimize services and enhance public interactions.

Yet despite the proliferation of AI, discussions about its governance tend to emphasize federal and

international frameworks, while overlooking the local level, leading to a deficit in governance of this

increasingly important digital infrastructure.¹ Governance is crucial to addressing challenges such as

algorithmic bias, mis- and dis-information from AI-generated content, and the “black box” nature of

AI decision-making. Some municipalities have pursued strategies to mitigate these risks and strengthen

responsible governance, such as partnering with academic and civil society experts, building internal

capacity, developing accountability frameworks, and developing robust data governance practices.²

AI is often framed as a novel area in municipal technology. Certainly, it has unique characteristics in

terms of its opacity of reasoning and its sheer ubiquity of use, particularly with generative AI.

However, AI builds upon, and in many ways intensifies, longstanding trajectories of smart city

initiatives and digital government reforms. AI has continued these trends with data from sensors and

innovations in predictive analytics. Tensions arose between public interest and digital platform power

as resident groups criticized the concept of “smart” as being technocratic and bringing more efficient

(and privacy-violating) tracking into surveillance.³ The Sidewalk Labs Toronto smart city project is a

notorious example of a Big Tech-led disaster that was successfully countered by a citizen-led

resistance. These earlier efforts sought to optimize urban life through data integration but often

reinforced technocratic approaches and sidelined public governance.

While, in the past, municipalities were hostage to local private sector power (the “growth machine”),

they are now entangled with distant corporate technologies that prioritize data extraction and

infrastructural dependence without local knowledge or consequences.⁴ In this lineage, urban AI

represents a continuation of platform urbanism under a new technical paradigm: one that incorporates

machine learning, computer vision, predictive analytics, deep learning, and generative AI.⁵ Platform

urbanism considers the concentration of private sector power in distant Big Tech firms impacting the

physical space of municipalities. AI is a logical extension of the collection of big data, via urban

mobility projects and the predictive analytics that began with smart cities. It also brings distinct risks,

such as more accelerated municipal job losses and automated decision-making, absent the need for a

human in the loop. 

¹ Yigitcanlar et al., “Artificial Intelligence.”

² David et al., “Understanding Local Government AI Strategy”; Leoni et al., “Artificial Intelligence and Local Governments.”

³ For a discussion of many of these tensions, see Ahmed et al., Some Thoughts.

⁴ Baykurt, “Google Urbanism.”

⁵ Government of Canada, “AI Strategy.” We adopt the Government of Canada’s definition of AI systems as “machine-based systems

that, for explicit or implicit objectives, infer … how to generate outputs … that can influence physical or virtual environments.”
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Our work situates municipal AI within this broader context, while emphasizing its distinctive

governance challenges. Unlike earlier smart city exercises, today’s AI systems are becoming deeply

embedded in operational decision-making. The shift from “smartness” to “intelligence” raises critical

questions about autonomy, participation, and the future of local democratic governance.

As with smart cities, there is ambiguity around the claims of AI. Does it save on labour costs, improve

local decisions or make a city more efficient? This ambiguity creates a risk of treating AI adoption as

inevitable, inherently beneficial, and able to deliver on insights. Without empirical evidence of the

claimed benefits, municipal deployments risk falling into AI becoming a hammer in search of a nail. AI

is framed not as one option among many, but as a necessary and apolitical upgrade, often couched in

terms like “value proposition”;⁶ this framing obscures the social, institutional, participatory, and ethical

trade-offs that come with AI integration. In short, AI is framed as an upgrade in service efficiency that

often comes with hidden costs: to labour, legitimacy, and the democratic character of local

governance.

But governance is not reducible to technological solutionism.⁷ Governance is relational: it involves

shaping policy, stewarding data, and negotiating public values.⁸ AI adoption must be a governance

choice, and precision in articulating intent is a democratic necessity.

AI governance is often elided with AI adoption. We define AI governance as the intra- and inter-

relational activity that encourages knowledge sharing and community building and supports

government decision-making. This definition includes the policies, practices, and standards guiding

ethical, legal, and responsible development, deployment, and use of AI, including how it relates to

interactions among municipal departments and with entities in the private sector and civil society. 

This chapter draws on insights from presentations from sessions of the AI in Canadian Municipalities

Community of Practice (AI COP), a network of municipal IT managers, directors, CIOs and CTOs,

academics, and nonprofit organizations collaborating and sharing best practices and challenges in AI

implementation. It highlights the distinctive governance dynamics of AI projects at the municipal

level, where governments do not wield regulatory authority over private-sector AI development but

still play a key role in governing public service applications.⁹ These examples provide a comprehensive

account of AI adoption and governance, deriving key recommendations for governance practices.

⁶ Wilson, “Public Engagement and AI.”

⁷ Morozov, To Save Everything.

⁸ Carmel, “Regimes of Governing Practices.”

⁹ Brandusescu and Reia, Artificial Intelligence in the City.

5Building AI Governance in Municipalities from the Ground Up



The topics of the 50 projects presented to date have included homelessness in London; dispatch

services for non-emergencies in Laval; traffic congestion in Montreal; wildlife camera traps, residential

building permits, and predictive policing in Edmonton; and water management in Peel Region. In

addition to technical AI applications, presentation topics have also included educational projects to

improve municipal AI literacy.¹⁰

¹⁰ Educational topics have included algorithmic registers (i.e., public databases that disclose where and how AI systems are used in

government services), the trustworthiness and social acceptance of AI, generative AI, in-house versus outsourced resources, setting up a

data shop, and initiatives for civic participation.

In this section, we highlight four examples of AI adoption and governance from the AI COP (2020-

2025) that address critical issues in municipalities. The AI COP comprises 124 members from across

Canada (see figures 1 and 2). At its monthly sessions, approximately 20 to 40 people attend to hear

presentations from Canadian municipalities using AI in their work with a wide variety of urban issues.

KEY GOVERNANCE CHALLENGES IN
MUNICIPAL AI: FOUR EXAMPLES FROM
THE AI COP 
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Figure 1: Geographic membership distribution of the AI COP
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In 2020, the City of London, Ont., developed a Chronic Homelessness AI (CHAI) model to help the

city predict when individuals were at risk of chronic homelessness. To improve replicability and

encourage broader adoption of the CHAI model by AI developers, the city released it on a publicly

available and modifiable platform (GitHub).¹¹

When planning this project, the City wished to address concerns about bias and interpretability in the

socially sensitive domain of homelessness, as well as transparency in the system. It therefore made the

key decision to use “explainable AI,” which includes algorithms that help developers and policy-

makers understand which data inputs most influenced the system’s decisions (in contrast to standard

“black box” models). The team also worked on minimizing false negatives (i.e., missing actual

outcomes, a known issue with AI models), and prioritized establishing an ethics-driven, transparent

governance framework.

Toward this end, the City of London’s draft AI governance policy, created in collaboration with

municipal privacy officers, included the following guidelines: 

bias mitigation to reduce unfair outcomes across different groups; 

interpretability to make the model’s decisions understandable to humans; 

accountability measures such as proactive monitoring to reduce unfair outcomes across different

groups; 

¹¹ The City of London’s Municipal Artificial Intelligence Applications Lab developed the CHAI model, whose full name is HIFIS-

RNN-MLP. The GitHub repository is at https://github.com/aildnont/HIFIS-model. 
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Figure 2. Municipalities represented in the AI Community of Practice

Addressing chronic homelessness (City of London) 
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extensive documentation to record how the model was built and used; and

vendor support for model maintenance to ensure external developers remain responsible for

ongoing updates and fixes. 

Municipal staff believe these requirements improved public trust in the model, although no formal

public feedback was collected.
 

Another function of the AI COP is providing a platform for academic researchers to evaluate the goals

and durability of municipal AI projects. In a 2023 meeting, researchers reported on the social justice

implications of CHAI and shared key lessons they saw as transferrable to other jurisdictions pursuing

responsive AI:¹²

co-develop governance policies with municipal privacy officers;

prioritize explainability to build public trust;

treat bias mitigation as an ethical baseline;

start with high-value pilot projects to unlock early support; and

use open-source, iterative development to enable transparency, scalability, and cross-department

collaboration.

A final key lesson from the CHAI model was that relying on a single internal champion creates a

major vulnerability for a project. When one individual left the organization, both the technical

maintenance and governance oversight of the application faltered, underscoring the need for

institutionalized support structures and continuity planning in AI initiatives. 

8

¹² Stark et al., “Situating London’s AI.”
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¹³ City of Edmonton, Shier, and Rizwan, “Wildlife Monitoring Project.”

¹⁴ Wan, “Artificial Intelligence (AI) Adoption.”
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This case showed how an AI application helped to address information overload and increase citizen

engagement. Because parts of Edmonton sit at the urban/rural border, the municipality created the

Wild Edmonton project to monitor and assess wildlife intrusions into the city. In 2020, the City

reached out to the University of Alberta to classify the over 2 million images collected from Wild

Edmonton’s remote wildlife cameras (see Figure 3 for an example), because the City lacked the ability

to inspect and label them to gain useful information about movement patterns of various species at

scale.¹³ The City had initially relied on university volunteers to label a subset of about 200,000 images,

but not only was the data set still daunting in size, the accidental inclusion of people in some images

raised privacy concerns.¹⁴ To address this issue, the City developed an AI application to preliminarily

tag images as either wildlife or non-wildlife, including images containing people in the non-wildlife

category. The volunteers could then review the smaller subset of wildlife images. With this help from

AI in managing the data, the project was able to develop a scalable method for managing wildlife

intrusions into urban areas.

Addressing information overload in wildlife monitoring (City of Edmonton) 

Figure 3. Image from a Wild Edmonton remote wildlife camera. A female moose with two calves is captured moving through Edmonton’s first
purpose-built moose passage 
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10

Addressing communication challenges with citizens (City of Laval)

In 2022, the City of Laval improved its communication infrastructure and multilingual service equity

by incorporating AI into its 311 system, which connects callers to City services, programs, and

information. The system, which fields nearly 200,000 inquiries a year, now uses a virtual agent to

answer basic inquiries, rapidly direct other calls to the appropriate service, and provide translation

services for citizen–agent interactions as needed. Given Laval’s large immigrant population, the

municipality receives calls in multiple languages; machine translation was seen as a solution to the

shortage of human operators with language expertise. Built with Microsoft Azure AI and Microsoft

Power Platform, the system was later used to conduct citizen consultations about whether it could be

expanded to the city’s 911 emergency response system. 

 

Since 2022, the City of Laval has also been building tools to enable non-AI-specialists to write

applications, including an algorithm and “platform stack” – a layered and interoperable combination

of software tools, services, and infrastructure. This allows developers to more easily create AI tools for

city services by lowering the skill level required. For example, some of the city services used

Automated ML,¹⁵ a software that automates the process of building and training machine learning

models. Another tool the City used was Facebook Prophet, a time series forecasting tool specifically

designed for business forecasting. The City’s move toward “plug and play” tools showcases both

Laval’s environment of experimentation and the generally increasing accessibility of AI development.

Given the large number of apps developed in Laval, Microsoft has begun closely collaborating with

and learning from the municipality, highlighting the close relationship between the private and public

sectors around AI development.¹⁶

¹⁵ Microsoft, “What is Automated Machine Learning?”

¹⁶ Additionally, it points to a significant gap between perceived benefits and actual outcome, suggesting the promised efficiencies may

not be achieved. See Becker et al., “Measuring the Impact.”

¹⁷ City of Toronto, Digital Infrastructure Strategic Framework.

Building organizational trust by shaping AI policy (City of Toronto)

In 2025, the City of Toronto drafted its own AI policy, developed in-house to address AI systems and

their implications. The City’s starting point was to explore how responsible AI principles could be

integrated into existing policy. The City’s Digital Infrastructure Strategic Framework supported

general digital responsibility,¹⁷ but it did not address some key issues specific to AI, such as the opaque

nature of its algorithms, bias mitigation, and the governance of IT shadow systems. 

 

The team drafting the policy at the City of Toronto examined cities of similar size with similar

economies, focusing on privacy, cybersecurity, and data governance policies. Drawing inspiration

from the City of San José in the United States, which had implemented a handbook and an

algorithmic assessment process, Toronto set out to build the first municipal algorithmic impact

assessment (AIA) in Canada. The City also reviewed industry reports, standards (e.g., from the

International Organization for Standardization), and documents from the Information Privacy 
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¹⁸ Sengupta, “Algorithm Registers.”

¹⁹ Sengupta, “Algorithm Registers.”
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Commissioner of Ontario, the Vector for Artificial Intelligence, the Dais public policy think tank in

Toronto, and the AI research institute Mila in Quebec.

While city representatives maintained that the AI policy – still very new – would improve

transparency, it was criticized for failing to reflect all the values the city set out to incorporate into its

AI integration. In particular, critics charged, the policy needed clearer guidance on equity and public

accountability. Still, the City believed that AI policy processes such as algorithmic registries and AIAs,

by providing key elements of transparent governance,¹⁸ could inspire other municipal AI policies.

Moreover, the City posited that AI policies can become “part of broader strategies to manage data-

intensive tech.”¹⁹

Overall, the project reflected the stance that AI principles are not roadblocks but a closer step to

creating guardrails, which need not stifle innovation.

Building AI Governance in Municipalities from the Ground Up
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BUILDING UP AI GOVERNANCE IN
MUNICIPALITIES
AI governance within municipalities provides guidelines for how employees negotiate resources,

reassign and retrain to build up AI capacity, and share internal data. AI governance has external

implications, including working with vendors, with an emphasis on privacy and procurement. We also

see guidelines and strategies emerging as AI use matures, but few formal municipal AI regulations have

been established as of this writing.

Local AI governance relies on outsourcing of AI systems

The federal government has invested heavily in AI for research and development,²⁰ but the ecosystem

of AI governance is more extensive and sophisticated at the municipal level than at the federal one.²¹

Since municipalities have fewer resources for developing AI in-house, they do much more

outsourcing, relying on a broad array of external actors including software vendors, student interns,

research institutes (such as the Montreal-based Mila), consultants, and the AI platform developers

themselves (OpenAI, Microsoft, etc.), who can provide cost-effective solutions without requiring

extensive internal expertise. Outsourcing enables faster implementation, access to private sector

technologies, and scalability via ongoing support and system upgrades.

Yet even in-house development often resembles outsourcing in structure and function. Through

research networks and student internships, municipalities tap into external innovation ecosystems,

share the financial and technical burden of experimentation, and access talent. Importantly,

partnerships are not only about capacity; they also shape governance, including who controls the

model, how risks are distributed, and how well the AI aligns with public values. Partnerships are not a

shortcut to internal development, but a necessary strategy for municipal AI adoption that balances

innovation with the accountability demanded by municipalities’ close relationships with the public

they represent.

Municipalities have expressed concerns over the extent to which their AI relies on external entities.

Procurement, outsourcing, and rapidly changing legislation tend to be seen as “potholes on the road”

to more responsible AI integration.²² Even where procurement frameworks provide structure, they

often lack clauses for algorithmic transparency or ethical evaluation, thus limiting oversight once

vendor-built systems are deployed. Computational solutions (like explainable AI) that also are

externally driven have their own notable limitations.²³ An AI COP presenter from the City of

²⁰ Brandusescu, “Artificial Intelligence Policy.”

²¹ Brandusescu, “Artificial Intelligence Policy”; Attard-Frost, Brandusescu, and Lyons, “Governance of Artificial Intelligence.”

²² Davidson, “AI Potholes.”

²³ Balayn and Gürses, “Beyond Debiasing.”



²⁴ City of London, “Chronic Homeless.”

²⁵ Rosen and León, “Digital Growth Machine.”

²⁶ Redden, “Federal government use of AI”; Brandusescu and Sieber, “Design Versus Reality.”
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London observed that explainable AI had improved their model, but that the experience had

confirmed that they could not rely only on “black box” vendor solutions.²⁴ Increased opacity is often

the price paid for the increased convenience of external AI.

Many AI applications, especially in fields like computer vision or chatbots, rely on large-platform firms

such as OpenAI for their implementation. Unless, like the City of Laval, they are developing many

applications in-house, municipalities often find themselves with limited power to negotiate compared

to their typical engagements with local vendors.²⁵ Thus, the whims of private companies can end up

having more influence over municipalities’ use of AI than the regulatory oversight of the federal

government.

Building AI Governance in Municipalities from the Ground Up

Federal and provincial policies have limited impact on municipalities

A significant part of what is commonly considered to be AI governance consists of norms and

guidelines, known as “soft law,” which can take the form of best practices, guides, voluntary codes of

conduct, standards, etc. Complementing these is legislation, or “hard law,” such as acts, bills, and

executive orders. Neither of these two major aspects of governance appears to devolve significantly

from higher level jurisdictions to local AI governance. 

Federal AI policies that shape soft law do not appear to impact provincial governments. Examples of

these federal policies include, for the public sector, the “Guide on the Use of Generative AI”

developed by the Treasury Board of Canada Secretariat (TBS) and, for the private sector, the

“Voluntary AI Code of Conduct on the Responsible Development and Management of Advanced

Generative AI Systems” developed by Innovation, Science and Economic Development Canada

(ISED). The sole instance of actual federal legislation, Bill C-27, known as the AI and Data Act, was

tabled in the House of Commons in 2022 but ceased to exist when the new Liberal government

assumed power in March 2025. The new federal leadership under Prime Minister Mark Carney

proposed a shift in the direction in AI governance from hard law toward soft law. In May 2025, the

Minister of AI and Digital Innovation (a new role in government) began to draft a national AI strategy

for the private sector. To further regulate AI use in the public sector, TBS recently launched an “AI

Strategy for the Federal Public Service 2025–2027.” It had also previously produced a “Directive of

Automated Decision-Making” and an “Algorithmic Impact Assessment Tool.” Even with all this

guidance in place, AI governance implementation still largely resembles soft law.²⁶

 

At the provincial level, however, in December 2024 an instance of hard law took effect: Ontario’s Bill

194, the Strengthening Cyber Security and Building Trust in the Public Sector Act, the first law of its kind in

Canada. The bill promised to bolster cybersecurity standards, improve digital service delivery, and

create a framework for responsible AI use in the public sector. However, its impact on provincial 



²⁷ Information and Privacy Commissioner of Ontario, “Bill 194: Ontario’s Missed Opportunity.”

²⁸ Verhulst, Young, and Sloane, “AI Localism Canvas.”

²⁹ City of Helsinki, “AI Register”; City of Amsterdam, “Municipality of Amsterdam.” AI registries are also referred to as algorithm (or

algorithmic) registries (or registers); the terminology is still evolving in this new area.

³⁰ Verhulst, Young, and Sloane, “AI Localism Canvas”; Verhulst and Chwalisz, “Case for Local.”
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or municipal AI systems, as presented at the AI COP, remains uncertain. The bill faced scrutiny from

the Information and Privacy Commissioner of Ontario for a “lack of transparency, explicit

independent oversight and democratic process.”²⁷ The administration refused to amend the bill despite

extensive feedback from various policy experts, professional associations, and civil society

organizations.

Overall, there is a noticeable disconnect between municipal AI practices and provincial and federal

regulatory frameworks. While municipalities like the City of Toronto, the City of Burnaby, and the

Town of Innisfil are integrating AI within broader digital transformation strategies, they do so without

guidance from higher levels of government in the form of standardized ethical frameworks or

participatory governance mandates. Instead, these local initiatives are shaped by procurement policy,

partnerships, and privacy compliance. As a result, municipalities operate in fragmented ways,

deploying AI in silos and with minimal interoperability across jurisdictions.

The limited devolution of AI policies from higher levels of Canadian government to the local level

means that municipalities often rely on their own draft AI policies, or existing policies for areas

adjacent to AI (e.g., IT, privacy, or cybersecurity) – raising concerns about accountability. In other

instances, municipalities refer to international best practices from other federal governments, like the

“AI Risk Management Framework” from the U.S. National Institute of Standards and Technology.

Beyond the mixed landscape of soft and hard law, it remains unclear whether a municipality can

effectively govern the actions of the private sector, given that companies are functioning in the same

ecosystem that municipalities are relying on to develop their own AI systems. 

Local AI governance lacks civic participation 

The urgent need for more nuanced local AI governance has been underscored by frameworks like the

AI Localism Canvas, which assesses municipal-level initiatives by emphasizing transparency,

procurement, and accountability in order to address gaps in national or global frameworks.²⁸ It

highlights how local AI governance can offer a response to local concerns, as seen in the public AI

registries of cities like Amsterdam and Helsinki.²⁹ Facial recognition software bans, as in San Francisco

and Portland, are another example. In a world of patchy AI governance, public engagement remains

underdeveloped at the municipal level, and the Canvas includes a call for increasing it.³⁰

AI applications are often adopted without the substantive engagement of local communities, citizens,

and key stakeholders in the decision-making processes. Local governments, constrained by resource

limitations and jurisdictional complexities, frequently prioritize operational efficiencies and service

delivery improvements over mechanisms that empower residents to shape AI-driven transformations. 
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³¹ Sengupta, “Algorithm Registers.”

³² Sengupta, “Algorithm Registers.”
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Even in a case where a city demonstrating a commitment to transparency and feedback, such as the

Town of Innisfil’s partnership with Intelight, public engagement is mainly a passive process of

informing residents rather than actively consulting with them on AI governance decisions.

Algorithmic registries can offer a first step in a more inclusive model of AI participation, as they are

instances of a more transparent way for government to operate by publishing open data on AI

systems.³¹

National and provincial AI strategies often emphasize ethical AI frameworks, data governance, and

policy oversight; however, they have yet to address the mechanisms required to institutionalize public

participation in AI policy-making at the local level. Without federal and provincial intervention to

mandate participatory governance, municipalities are left to navigate these issues in fragmented and

inconsistent ways, and the result is often AI adoption that follows a technocratic rather than

democratic model.

The deficit of public and civil society involvement in municipal AI development and deployment is

paradoxical, since municipalities are considered closer to citizens than higher levels of government and

more able to incorporate public consultation in municipal AI applications. The inclusion of

community voices in local AI governance – modelled after algorithmic registry approaches³² – would

be a significant step toward ensuring that AI adoption at the municipal level is both ethical and

participatory. 
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AI governance, as illustrated in the examples from the AI COP discussed above, often manifests as a

series of ad hoc, vendor-driven solutions given that municipalities tend to focus on specific

applications rather than on adopting standardized, city-wide frameworks as part of cohesive long-term

strategies. An AI initiative often begins with a handful of committed individuals, perhaps buried

within an IT or economic development department, who work to secure buy-in and broker

connections across teams. However, this reliance on internal champions carries the risk of losing the

technical and governance aspects of the application when staff turn over. In contrast, a measured

approach (such as the City of Edmonton’s data shop) allows municipalities to build institutional

knowledge and develop the infrastructure needed to oversee AI implementations effectively. Rather

than rushing to deploy AI across departments or functions, a better practice is to start with small-scale,

targeted applications and assess each step for fairness, transparency, and accountability. Such a gradual

approach will mitigate public concern, build trust, and facilitate the involvement of residents in

discussions around the technologies involved.

Canada is often considered a risk-averse nation, exhibiting both governmental and corporate caution

toward new technologies.³³ With AI advancements occurring faster than regulatory frameworks can

keep up, a slow, deliberate, and proactive stance by municipalities is prudent – and also necessary to

address biases, harms, and unanticipated consequences. However, risk aversion must be balanced with

a willingness to experiment and an acceptance of potential failure, providing essential learning in a

rapidly evolving field. The goal is not to “move fast and break things” but to move thoughtfully and

learn actively, using failures to inform better practices over time.³⁴
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RECOMMENDATIONS
This section presents key recommendations to guide the adoption and governance of AI in

municipalities, based on insights from the AI COP. These recommendations emphasize a balanced and

responsible approach to AI integration through prioritizing collaboration, ethical considerations, and

long-term sustainability.

Embrace an iterative AI adoption process

³³ Deloitte Future of Canada Centre, “Building Canada’s Brightest.”

³⁴ Taplin, Move Fast.

Reap benefits from intermunicipal, intramunicipal, and external collaboration

Many successful AI projects draw on collaborations with external entities, including universities,

private companies, and intergovernmental organizations like the United Nations, which can provide

both technical expertise and resources. At the local level, municipalities can benefit from collaborating

with one another on AI projects, pooling resources, and avoiding the redundancy of reinventing

solutions for common challenges. Many Canadian municipalities are looking to AI for similar 
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³⁵ Benjamin, Race After Technology.

³⁶ Noble, Algorithms of Oppression; Eubanks, Automating Inequality.

purposes, such as predicting infrastructure failures, improving dispatch services, and managing citizen

complaints. Rather than working in isolation, municipalities can pool development efforts and share

model repositories, especially where services and platforms are already standardized.

AI governance is not just a technical or legal issue; it requires organizational design. Municipalities

often lack the connective tissue that AI best practice calls for between their IT, legal, privacy, and

service-delivery teams. Given the diverse sizes and resources of municipalities, some may lack privacy

or cybersecurity specialists. Our cases suggest that “governance working groups” comprised of cross-

functional teams can bridge these divides, especially when paired with clear mandates and executive-

level backing.

Encourage critical discussions on societal implications

Municipalities should give greater attention to crucial ethical concerns, such as bias and transparency,

in order to ensure that their AI use serves the public good and mitigates inequalities. The need for

deeper discussions on the societal implications of AI in policy interventions is also pressing, shifting

the focus from purely pragmatic concerns to consideration of AI’s epistemic foundations. 

Municipal approaches to AI should recognize that integrating it into governance is fraught with

potential harms, including discriminatory decision-making, a loss of human oversight, and the

amplification of social inequalities. By taking a measured pace and prioritizing risk aversion,

municipalities can ensure that their decisions align with the long-term well-being of their

communities.

Governments at all levels should acknowledge the gaps in critical discussions and research relating to

policy interventions in AI. The focus at the local level in Canada has largely been on the pragmatic,

paying insufficient attention to societal impact in the rush to improve efficiency and achieve labour

savings through AI.³⁵ This focus gap risks amplifying disparities across race, class, gender, and ability,

especially when AI systems are deployed in services that disproportionately affect marginalized

communities.³⁶ Without intentional safeguards, public sector AI risks automating discrimination.

Municipalities should consider who benefits from deploying AI, how it is shaped by historical and

institutional contexts, and what mechanisms are necessary to ensure its ethical use. Bridging these

perspectives requires integrating and acknowledging both the practical benefits of applications and

their socio-political risks. Adopting an AI application typically displaces human discretion and

relational expertise with statistical inference. This is a non-neutral shift that affects workers whose roles

end up being redesigned around automated systems. It limits citizens’ ability to contest or understand

decisions that impact their lives. And it can entrench technocratic governance models that resist public

scrutiny. Municipalities, traditionally viewed as close to the people, risk reproducing opaque, top-

down dynamics under the guise of innovation.

 

Building AI Governance in Municipalities from the Ground Up



18

³⁷ Edelman, “2024 Edelman Trust Barometer.”

³⁸ Brandusescu and Sieber, “Missed Opportunities.”

Since municipal AI systems are often co-developed with companies, embedded in global standards,

and governed by procurement processes rather than democratic mandates, their adoption fragments

responsibility and dilutes local agency. As municipalities negotiate the promise of digital

transformation, they must also confront the risk of outsourcing their own judgment and

accountability.

To foreground frameworks of ethics and participation, municipalities must ask: What forms of governance

does AI enable or foreclose? Who gains or loses authority, and on what terms? What visions of the future are being

encoded into systems? Engaging with these questions directly will help ensure that AI governance in

municipalities strengthens, rather than weakens, their democratic foundations.

Enact public participation in AI governance 

Municipalities must move from occasional, passive consultations to co-governance structures where

residents and community organizations help shape AI policy, guide its implementation, and determine

the metrics for evaluating its outcomes. This shift is not only a democratic imperative but a practical

necessity: Systems built in close collaboration with front-line service providers are more likely to

succeed. Conversely, excluding community stakeholders increases the risk of failure, backlash, and

social harm. Canada’s population is among the most highly skeptical of AI among the OECD

countries, making meaningful community engagement all the more crucial in order to build trust.³⁷

While transparency is a necessary condition for achieving public trust in AI, it is not sufficient; the

individuals and communities affected by AI systems require agency over how AI systems are

implemented and regulated. Local governments need to prioritize establishing participatory

governance structures that centre communities in AI policy and implementation. The federal

government should support local participatory efforts across Canada. At the same time, it needs to

keep in mind that what happens at the federal level does not translate into local success.³⁸ For AI

governance to be truly democratic at any level, it must be designed alongside communities, not just

for them.
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CONCLUSION
Research on AI governance has largely emphasized international- and federal-level instruments,

leaving local-level governance understudied.³⁹ Municipalities are unlikely to regulate or oversee

private sector AI development despite its increasing deployment within their jurisdictions, a fact that

highlights a broader governance gap. Our study addresses this gap by examining AI governance from

the bottom up, tracing both the technical implementation and the local policy capacities shaping it at

the municipal level.

One powerful lesson is that innovation stems not just from programming or policy but from

communities of practice. Such communities can be nurtured by organizations such as the AI COP,

whose underlying structure brings together municipal staff, academic researchers, and nonprofit actors.

It fosters cross-sector dialogue that integrates technical insight, civic ethics, practical constraints, and

governance creativity. This model can begin to address the deficit in governance of AI infrastructure

by serving as a scaffolding for learning, experimentation, and collective sense-making in a rapidly

evolving field.

³⁹ Veale and Zuiderveen Borgesius, “Demystifying.”
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